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1 Introduction

1.1 Purpose

This document provides a detailed definition of the RapidCommerce data base import utility.  Merchants may chose to use this utility to initially populate their electronic catalog.  The Merchant Administration Toolkit (MAT) can also be used for this function but it is a web-based system.  If the merchant has a lot of initial data that is already stored in electronic format it is probably easier for them to transform it into our format and then use this utility to load it.  The HotSamba data center team own and operate this utility but they do so based on requests made by the various project managers.  

This specification documents what is done up front by the merchant to be able to successfully use the utility.  It also describes the rules embedded within the utility.  The actual construction of the utility is the purview of the technical design.  It may use the predefined document APIs or it may use standard DBMS utilities.

1.2 Audience

The main document reader is the software engineer who will develop the utility to import the data into the database.  A secondary audience is the project manager who will be responsible for explaining to the individual customer that the data must be delivered in this format. 

2 Kick-off meeting details

2.1 Mechanical or manual data loading

As noted above, the merchant may decide to not use this utility to initialize the site.  During the kick-off meeting the project manager will determine the particulars concerning the merchant’s name, address, etc.  The manager will also obtain the name of the site’s main administrator.  The manager will also obtain the decision on how the merchant wishes to type its customers.  This information is then relayed to the data center team.  They will initialize a location on the hosting site to hold the merchant’s system and will prime the database with this information.  From that point forward, a merchant can use the MAT to fill in all additional data.  However, the merchant may determine that loading some of this data via mechanical means is more cost effective.  

At this time, there is a catalog import facility, which can be used and is documented below.  This design also includes a discussion of what a customer import routine would look like.  The third set of data would be the pricing table itself (which is also described).  The next logical set is the order tables.  These tables are not designed to be feed into the system.  Rather they are created by the system.  A future objective of this document is to explain how this might be done from a batch interface.  All other tables are infrastructure related and are built and maintained as a result of other activities.  Hence, they are not relevant to this document.

From time to time a merchant may have requirements that necessitate changes to the data base schema.  When that happens the SI team will also have to assess what the impact is to the MAT as well as to the efficacy of this utility.

2.2 Priming data

2.2.1 Stage 1: Pre-populated Data

Priming data follows three stages.  The first stage is the base data that is prepopulated into every schema and is the same across all merchants.  This is performed by the data center team and currently consists of loading the Entity type, Privilege, Discount type, Rule type and Multimedia type definition tables as well as the standard state and country codes.  The data center also initializes various workflow and utility tables.  If the merchant requires additional workflow queues some of these tables will require additional entries.  The data center maintains a technical document on those details.   

The Entity type definition table is a merchant option. The base values are “MERCHANT” and “CUSTOMER”.  The merchant can choose to extend this table to classify or type their customers into groups.  For example, one merchant has set up four customer types; master distributors, distributors, wholesalers, and retail.  They have coded each customer with one of these values and they have set up special pricing rules based on these types.  Another merchant uses these types for sales analysis purposes.  If such typing makes sense the merchant must define all valid values now so that they can be loaded before we load the customers themselves.

The Privilege definitions table lists the definitions or names of each maintenance privilege within the system.  For example, one such privilege is the ability to add or change individual customers.  The merchant administrator (via the MAT) adds additional merchant workers (with unique passwords) to the system so that they can view and/or maintain the system.  The administrator assigns specific privileges to each individual.

The Discount type definition table lists the valid price discounting methods.  Currently this includes “Percent off of list price”, “Dollars off of list price”, and “Individual sale price”.  The Rule type definition table is its companion.  It lists all of the valid types of pricing rules.  One such rule is the specific customer-item pricing rule.  This rule states that there will be a specific price based on a specific item/customer combination.  This rule would be used to document any specific customer contract price.

The Multimedia type definition table lists the valid multimedia types available to be stored in the database.  At this time we have two such entries.  They are “THUMBNAIL” and “FULLSIZE”.

The state and country codes represent the valid abbreviations for these locations that the postal service and most credit authorization agencies recognize.  This will be used by the maintenance routines when the merchant creates various address records.

As with all tables, there is the possibility that a specific merchant requirement will necessitate the insertion of a new row or column to these tables.  For example, one merchant used the system’s architecture to handle displaying an “engineering drawing” at the item display panel level by inserting a new multi-media type of “drawing”.  If this sort of maintenance is required, the project leader will confer with the data center team to implement these data changes

2.2.2 Stage 2: Merchant specific priming data

The next stage are those table entries which are fixed but do vary by merchant.  If the merchant chooses to type its customer base as mentioned above, those entries would be made at this time.  In turn, the merchant’s specific name and address records are added along with the name and address records for the master merchant administrator.  The merchant administrator is the individual who has sole authority to add new merchant workers and decide their individual access privileges.  At a minimum we need the merchant’s name, the administrator’s name, the official mailing address of each (it can be the same), and hopefully the email address of each.  It would be nice to have the other data fields as well but these can be inserted via the MAT at a later date.  The net result is that the data center team will insert an entity record (type = merchant); an account record for the administrator, a series of account privilege records (to give the merchant administrator each available privilege) and one or two address records linked back to the account and entity entries.

The last thing that should be done is to prime the Source table with whatever entries the merchant desires.  This table is used to denote where each part is sourced.  If the merchant doesn’t chose to use this feature then the data center will assign a source entry of “Internal” and point the source entry to the merchant’s entity address entry.  If the merchant wishes to provide us with a list of such entries and addresses, they will be loaded into the system.  This source table is then available for use when populating the part table, as source is one of the fields within the part table.

2.2.3 Stage 3: Fine-tuning with the Merchant Administration Toolkit

This then brings us to the stage where either the merchant can use the MAT to enter all remaining items or use the import utility as appropriate.

2.3 One time load or periodic updates

The utility is primarily designed to load the database on a one-time basis.  The merchant is expected to codify its data in the defined formats as listed in the appendices, review the data for accuracy, and submit it to the data center staff.  The staff will then run the utility and direct the merchant to review the resulting file and exception log.  If there are significant exceptions we can scrub the database and resubmit with a fresh file.  If there are only isolated exceptions the merchant will most likely just makes the corrections via the MAT.  

If there is a need to send periodic updates, say monthly price changes from the merchant ERP system, the tool can be adapted to follow this path but this requires a specific project plan and coordination with the data center and the customer support team.  On a case-by-case basis the add, change and delete functions will be discussed in the detailed use case discussions.  In general the client merely sends the same data in the same format in the same sequence.  We would create a second copy of the system, test load the changes on top of the existing database, allow the client to review the changes and then rerun the process in a live environment. 

2.4 Add, change and delete transactions

The philosophy employed in this system is to assume that each transaction stands apart from any other transaction.  Hence, there is a specific need to outline the appropriate sequence of transactions.  If a transaction violates a data base integrity constraint, the entire transaction must be rejected.  Unless otherwise specified, if the transaction violates a business constraint the entire transaction should also be rejected.  All rejections should be logged to a file and a count of the updates also logged to assist in the verification of completion.  It is the merchant’s responsibility to sequence the transactions but the discussion below should give sufficient guidance.  HotSamba will process the transactions as delivered to us.  We will not perform additional work either before or afterwards without express permission from the merchant.  Even if such permission is granted, we reserve the right to charge for this service.  

If the merchant instructs HotSamba to “purge” the database, we will start with just the priming data.  Additions will then be processed against it.  If no purge is requested, subsequent additions are to the existing database.  Subsequent additions are coded exactly the same way.  But if we attempt to re-add the same manufacturing source entry (for example), the second add will be rejected.  In turn, a change will be rejected if there is no match (as will a delete).  If there is a match, any nonblank field will be replaced.  If it is a delete, we respect the referential integrity constraints.  If none exist, we will implement the delete.  We will log any exceptions.  These basic rules will apply to all such table maintenance requests.

Several examples may help explain the approach.  If we wished to delete an existing part we would enter a delete transaction with a record type of “13” (part) and fill in the part number field (the implicit key).  The utility would read this request and then find all parts whose part number matched this field.  If exactly one row were returned (the expected response) it would be deleted.  Else an exception would be logged.  If the delete request is rejected by the database that notice would also be logged and we would move onto the next request.  If the request were to change the part’s reference field the change transaction would be coded.  The type would still be “13” and the part number field still entered.  But in addition, the reference number field would contain the replacement value.  Nonblank fields on a change request tell the utility that these fields are to be changed.  To blank out a nonkey field or to change an implicit key field you must either use the MAT or delete the current row and re-add it with the proper data.

3 Use Cases

3.1 Catalog Data

Catalog data typically represents the most voluminous amount of data that needs to be installed.  It frequently resides in electronic means in other systems.  There is a logical sequence to building catalog data.  At the start, all manufacturing sources should be entered but this was accomplished during the priming data activity.  We then load the tables in a specific sequence to mimic the way we would manually load the data in the MAT if we were interested in only visiting the maintenance pages once.  Subsequent additions are coded exactly the same way.  But if we attempt to re-add the same source the second add will be rejected.  In turn a change will be rejected if there is no match (as will a delete).  If there is a match, any nonblank field will be replaced.  We will not update any other related tables.  If it is a delete we will verify referential integrity constraints.  If none exist we will implement the delete.  We will log any exceptions.  These basic rules will apply to all such table maintenance requests.  

The next set of data to be loaded is the multimedia names.  This table depends only upon the priming tables so the validation rules are simple.  The table of entries is a list of multimedia file names along with the standard multimedia type names.  Assume that we had a full size image of a cabinet in a file named cabinet.jpg and thumbnail images for the cabinet and footlocker in files called cabinet.jpg and footlocker.jpg.  We would then enter three pairs of entries as follows;  “cabinet”, “thumbnail”, “footlocker”, “thumbnail” and “cabinet”, “fullsize”.  We will store all thumbnail files in a directory named thumbnail at the host site.  We will store the full-sized images in a similar directory named fullsize.  Therefore, you can have the same base file names but they actually represent different images.  But within the directories, the names must be unique.  It is permissible to reuse the same image for multiple items and categories.  Currently RapidCommerce supports displaying up two images for any item or any category.  Naming conventions for pictures to be displayed on other static pages is at the merchant’s discretion and such files will be stored in yet other directories.  If a file is referenced but is not present, the standard file not available icon will be displayed at execution time.  There is no validation to verify that such files are present before loading this data.  Maintenance requests to this table follow the standard rules.

The next table to load is the category table.  This table can be tricky, as one of the field values is the category’s parent category name.  Hence these records must be loaded in the proper sequence.  The merchant is encouraged to associate a thumbnail and full-size multimedia image with each category.  Since all such images have previously been loaded we can now populate these fields as well.  If a value is inserted that has not been loaded a warning should be issued, the field blanked out, and the record loaded.  Via the MAT, the correction can be made as need be.  How a merchant chooses to categorize its catalog is a personal decision.  Typically, much thought has been given to this issue when the paper-based catalog was generated.  If this is the case then the valid list and various sub categorizations already exist.  If not, time should be spent now to properly categorize items before the part master is loaded.  To do otherwise will most likely result in significant rework.  For the same reasons, changes and deletes must be thought out as well.  A change to the short description is easy enough.  To change the parent the utility must verify that the new parent exists (else reject the transaction).  To change the thumbnail or full-size image the utility must first delete the current links in the category-multimedia table and then re-establish new links as appropriate.  To blank such a field you must delete everything and re-add.  To delete the category the utility must also delete the associated multi-media links.  But to do so the utility must verify that no part references this category and there are no child categories.

The next table to load is the characteristics table.  Like categories, characteristics are very much tied to the nature of items being sold.  A characteristic represents a further definition of the item being sold to the end user.  For example, a merchant may choose to stock items as individual units but allow the end customer to specify what type of packaging they wish to be applied before the item is shipped. The options might be brown paper wrap, clear plastic wrap or the standard company logo wrap.  Since this is a manual exercise done at shipping time and since the price will be the same, this merchant will most probably decide to create a characteristic called wrapping with three values of “clear plastic”, “brown paper”, and “company logo”.  They would then wish to assign these values and the characteristic itself to the items it sells in these options.  In turn, it might have an oversized item that it only wishes to sell in the “company logo” or “brown paper” option.  When it assigns the same characteristic to that item it can only list two valid values.  Hence, we need to first set up the characteristic records and then the valid values per characteristic.

When we set up each part, the valid values for those characteristics are assigned to those parts.  As you can see, insertion sequence is critical.  At this stage, we need merely insert the valid characteristic names (each of which must be nonblank and unique).  The alternative is to create unique item numbers for each item and packaging combination.  This requires nearly redundant descriptions.  If a price change occurs there will be multiple items to update.  Since the base item is stocked, this extra level of detail carries far more costs than benefits.  If the item is also spray-painted before it is wrapped and can be ordered in eleven different predefined colors the merchant would again set up yet another characteristic (say “color”).  The merchant would then also assign all valid values to each item.  Specific base item-wrapping-color combinations would now grow to 33 separate items!  The use of characteristics is a powerful way to manage the item file if the merchant does not stock at the end item level.  Needless to say, each characteristic name must be unique and nonblank.

Changes are problematic as all fields are implicit keys.  So to actually change a characteristic from “colour” to “color” you must delete the first and then re-add.  The same is true for a valid value.  If such values are already associated with a part, the utility must delete the associated entries.

The companion table is the characteristic valid values table.  Again, the entries are very simple.  It is a characteristic name (which must exactly match an entry in the prior table), and the valid value (it must be nonblank and unique within the characteristic).  Validation failures are noted and in these two cases, the record is simply not inserted.

We are now ready to add parts.  A part has several required field entries and many optional field entries.  In its simplest form, a part has a part number, a manufacturing source, and a list price (which can be zero).  All part numbers must be unique as it is the implicit key, but they can be alphanumeric.  Typically, the merchant has a defined part numbering scheme that should be followed.  Manufacturing source name must match a value in the Source table.  List price must be between 0.000000 and 99,999,999,999.999999.

Optional fields include reference part number, short description, long description, unit cost, on hand quantity, selling unit of measure, category name(s), thumbnail multimedia name, and full-sized multimedia name.  Reference part number is typically used to hold the number used by the original manufacturer (or the equivalent OEM part number if this is a generic part).  Any entry is valid for reference part number, short description or long description.  Whereas the short description is pulled across to the individual order for printing and analysis purposes, the long description is meant to be displayed only in the online catalog.  Any value is acceptable for the unit cost, on hand quantity and selling unit of measure fields, as they are not currently used in the standard product.  However, the unit cost and on hand quantity fields must blank, zero or positive numbers.  Engineering must list out all potentially invalid special characters (e.g., inserting <BR> in the log description can have unfortunate side effects as the browser will interpret it as an HTML command).  Any validation error should reject the entire transaction (as well as generate a error log entry).  Changing optional fields is straightforward.  Just code the part number and insert the changed field.  Blanking out entries can only be done via the delete and re-add function or the MAT.  Deleting a part is similarly straightforward.  This will not delete existing entries in the order file but it will require removing the representative links to the category, characteristic, and multimedia files.  This will be done by the utility.  But you cannot delete a part that is part of a kit (delete the kit-component entry first).  

Each part can belong to one or more categories but currently we strongly advise that we assign each part to a single category.  If entered, the category name must match an existing category entry.  The same is true for a part’s reference to a thumbnail image and a full-sized image.  That then brings us to part characteristics.  As previously mentioned a part can have none, one or more characteristic – characteristic value pairs.  If such pairs have been previously defined they can be added to the part at this time.  It does not make sense to have a characteristic assigned to a part yet have no valid values but it does make sense to have a subset of values assigned to an individual part.   To change categories merely delete the first and then add the new category.  You can delete all links to a category and have a part not connected to any category.  The same logic applies the part multimedia entries.  Again, the entire record is an implicit key so either there is a total match (in which case add or delete) or there is a mismatch (in which case we have a logged error).   

With Version 1.1 there is a new table to support kits.  Kits are optional but some merchants may find it convenient to define them.  A kit is comprised of a series of parts.  Both the kit and its components are first defined as individual items in the part table.  To now define a kit, merely list the kit item number, the component item number and the number of this component in the kit (must be one or larger).  If a bicycle were made up of a seat, frame, and two wheels there would be three entries as follows bicycle-seat-1, bicycle-frame-1, and bicycle-wheel-2.  Changing quantities is straightforward.  Deleting a component is also straightforward.  Replacing one component with another requires a delete of one and the addition of another.   

3.2 Customer Data

Customer data also can be quite large.  The RapidCommerce product is designed to support customers setting up a lot of their own data so this initial load routine may not be appropriate.   Customer data follows a hierarchy of data (as does catalog data).  This hierarchy drives us towards installing the data in a prescribed sequence.  The customer (or entity table) is at the top of the hierarchy.  A customer can have one or more account entries.  These entries represent actual individuals that place orders as representatives of that legal entity.  The customer can also have one or more bill-to locations and one or more ship-to locations.  The customer, each bill-to location and each ship-to location should also have a single physical address.  Common addresses can be shared.  We must be careful on changes as customers are expected to alter their own profiles (e.g., passwords) via on-line entries so we advise against anything but inserts and deletes.  

Unlike the catalog, customer data is loaded in top down fashion.  So the first record to be loaded is the customer record itself.  But is your customer the single corporate entity or each division within the entity or each plant within the division, or something else?  Since you can support multiple bill-to and ship-to locations for a single customer, we would recommend defining the customer at as high an aggregation as practical.  However, if you are using the customer-specific pricing routines and do not wish to grant the same discounts to all divisions within the same customer enterprise then you would most likely define customers at a lower level.  If you do that and then wish to aggregate the information you will need to consider using some other field, such as the entity note or entity type field to group the divisions back together.  Another way to simplify the decision is to confer with your own sales channels as they typically have segmented the customer base for other purposes.  If they treat certain divisions of one firm as separate entities yet other divisions of other firms as a single unit then you should probably follow their lead.  

In any event, the required fields are the name itself (the implicit key), the type, and the physical address.  Although names do not have to be unique, it is a good thing to do so.  To do otherwise makes browsing nearly impossible.  The type field must exactly match one of the predefined types that were set-up as part of your priming data.  The physical address is actually another table.  The address table requires a state code and a country code and optionally allows for an address1, address2, address3, city and postcode.  There is no validation on the optional fields.  The state and country codes must exactly match a valid entry in the priming tables.  It makes no sense to half update the database at this juncture.  Either the customer record and its associated address record both get loaded or neither gets loaded.  Any error in any required field should force an error message and fail the insert request.

Customers also have optional fields.  They are contact email address, FTP address, FTP contact email address (i.e., who to call in case of FTP failure), note, Federal identification number, and identification type.  There is no specific validation for any of these fields.  The Federal Sales tax exemption ID number is frequently stored in the identification number field and the value “tax exempt” is similarly stored in the type field.  If the merchant wishes to use this concept to automatically limit sales tax computations, they should inform the project manager of this request.

Deleting customers works the same way but the utility must also then delete the associated ship-to, bill-to account, and address rows in those tables.  Changing nonkey fields is also straightforward assuming there is one and only one row with an exact match on customer name (else reject the transaction)

Customers can have none, one or many separate accounts, ship-to’s and bill-to’s.  Let’s now talk about each in turn.  Accounts can be thought of as individual buyers within the larger organization.  Each buyer would have access to the web and would be signing onto the merchant site to buy goods and services in the name of their corporation (the customer) but they wish the order status information sent to them.  Hence, the account record has fields such as username and sign-on password as well as first name and last name.  The required fields are first name, last name, login identification, and login password.  Although these fields must be nonblank, there are no specific validation requirements.  An account can have the following optional fields; email address (highly recommended), telephone number, fax number, note, and address.  The email address is highly recommended as the standard workflow engine is geared to send confirmation messages back to this entry.  There are no specific validation rules for these fields.  The implicit key is the combination of customer name and username.  Changing fields is based on entering the implicit key and retrieving only a single match.  There is no specific validation.  Deleting is likewise unencumbered.  Orders in flight will continue without concern.

For an account within a customer to place an order, there must be at least one valid bill-to and ship-to record.  The bill-to records contain an address (where the invoice should be mailed) as well as payment method details.  The required fields are merely the payment method, the state and country codes.  The payment method must be either PO or credit card.  Optional fields include credit card type, credit card last name, credit card first name, credit card number, credit card expiry month, credit card expiry year, default PO number, and contact name.  Although there are no specific validation rules, the credit card fields must be properly initialized if the CyberSource credit authorization routines are to be used.  These validation rules are credit card specific and can be obtained from the project manager.  This utility does not employ these validation rules.

The ship-to records aid in actually delivering the merchandise.  In addition to the standard address information, there is also the optional contact name field.

If not specifically considered, every address will be a unique insertion into the database.  This may be undesirable as the merchant may wish for a sold-to to share a ship-to address or for an account to share the sold-to address.  If this is the case, the merchant must again carefully insert these records in a particular order.  In essence, the initial record’s address is loaded as expected.  When defining the record that is to share an address the merchant must tell the utility which record has the address to be shared.  Rather than inserting address details merely identify the type of record and the record’s name (i.e., Source-Source name, Entity-entity-Entity name, Bill-to-Bill-to Name, Ship-to-Ship-to Name, Account-Account Login ID).  This is another reason why these names should be unique.

Although changing ship-to and bill-to records appear simple; modifying address records can be cumbersome.  You must modify an address record by first identifying it via its parent.  Deleting a ship-to or bill-to should result in deleting the associated address unless it is also referenced by another row.  In that case just delete the parent and leave the address row as is.

3.3 Pricing Table Data

There is only a single Pricing Table but it can become voluminous.  Each record is a specific pricing rule.  A rule is comprised of up to ten fields.  The first is the rule identifier.  This must match one of the values in the Rule type definition table.  At this time, there are eight different rules.  The rules are as follows:

	Rule
	Definition

	1
	Customer-Item-Unit oriented pricing 

	2
	Customer-Item-Dollar volume oriented pricing

	3
	Customer-Item category-Unit oriented pricing 

	4
	Customer-Item category-Dollar volume oriented pricing 

	5
	Customer type-Item-Unit oriented pricing

	6
	Customer type-Item-Dollar volume oriented pricing

	7
	Customer type-Item category-Unit oriented pricing

	8
	Customer type-Item category-Dollar volume oriented pricing


If we were to give a price break to customer# 123 for item 456 that would be defined as rule#1.  If we were to also require that they order 10 or more units it would still be rule #1.  But if we qualified the price break to only if the list price for item 456 times the line order quantity exceeded $100 then it would be rule #2.

The second field is discount type and it is required.  It must match one of the entries in the Discount type definition table.  At this time the only valid values are as follows

	Type
	Definition

	1
	Percent off of list price (5.00 means reduce list price by 5%)

	2
	Dollars off list price (5.00 means reduce list price by $5.00)

	3
	Individual sale price (5.00 means replace list price with $5.00)


The next two fields are optional but highly recommended.  They are the promotion name and promotion number. They are designed to help the merchant group and review the individual price promotions.  For example, one merchant assigns “Fourth of July” as the promotion name for his annual summer sale and then sequentially numbers each special on that day.  

The next field is the last required field.  It is the actual discount value.  It must be positive and has up to six digits of decimal accuracy.  If the type field is one, the maximum for this field is 100.00.

All other fields are optional.  The What field refers to either a specific item number or an item category or blank.  Blank means that the promotion applies to any item ordered (e.g., we wish to give 1% off on every line to certain customers).  Based on the Rule ID, the validation routine should verify that the item or the category actually exists within the database.  If it doesn’t, the rule insert should fail and a message logged.

The Who field refers to either a specific customer or a customer type or blank.  Blank means that the promotion applies to any customer who orders the item (e.g., we wish to give 1% off to any customer who orders this item).  Based on the Rule ID, the validation routine should verify that the customer or customer type actually exists within the database.  If it doesn’t the rule insert should fail and a message logged.

The Value field represents a required volume break.  For example if we are using rule #2, a value of 100 in this field means that the lines’ current order quantity times list price must exceed $100.00 for the discount to apply.  This field can either be blank or have a positive number.

The start date and end date fields must either both have values or both be blank.  In turn, the end date must equal or exceed the start date.  The format is YYYYMMDD.  Dates must be valid (i.e., YYYY is between 1900 and 9999, MM is between 01 and 12, and DD is between 01 and 31).  We will allow 20000230 as we can properly interpret the meaning.  Any validation errors, as always, should eliminate the insert.

Although it is possible to make changes, it is extremely complicated, as it is difficult to understand when to not change a column or when to blank it out.  Hence we will only support the add/insert and delete options.  Deleting is via the implicit key.  If the merchant has been good about using the promotion number field and made sure it is unique then that is the only field.  Otherwise, the merchant must include all other fields to ensure a unique row is retrieved when the find request is executed.  If a single row is returned then it can safely be deleted.  Revised records can then be inserted but if there is a match on promotion number, a warning should be logged.

3.4 Order Data

Order data is designed to be entered by the end customers.  But there are occasions when a merchant may wish to load existing orders into the system for historical analysis purposes.  In turn, a merchant may wish to consider having orders from other systems also feed the RapidCommerce system to take advantage of the workflow engine’s capabilities (and to further enhance any customized back-end reporting functions).  Since each of these cases is a Systems Integration assignment, this paper can only provide initial guidance.  

The order table is comprised of three main tables with links to several other tables.  Logically it starts with the Orders table (which holds the basic order total data).  For each line item there is a subsidiary Line Item table entry that is logically linked back to the Orders row via Order ID (a unique number assigned to each row in the Orders table).  If a part is ordered that has characteristics, there will be additional records in the Line Item Characteristic table to document the specific value chosen for each characteristic.  So lets assume that there is an item called frame that has a size characteristic (small, medium and large) and a color characteristic (Red, Black, Silver, and Violet).  Then lets assume that we ordered ten frames and choose medium-violet and another five frames as small-silver.  There would then be four rows in this table listing medium, violet, small, and silver.  We could load this data via accessing the standard document APIs to perform the insertions but we must also verify that the workflow tables are also properly initialized.  As workflow is an internal function, it is not discussed in this document.

If we do insert a row into the Orders table, we must consider whether we wish to verify that it is properly linked to the Account, Bill-To, and Ship-To tables.  Each of these tables is keyed by an internally generated reference number.  So you must first find the appropriate row in the table based on data values and then retrieve this key before you can populate these fields in the Orders row.  For Account, we would first pursue searching based on User name and then password if there are duplicates.  For the Bill to table we would suggest Name and then Contact Name in case of duplicates.  For the Ship To table we would again recommend Name and then Contact Name.  An alternative is to create unique instances of each of these table rows but then you get into the issue of creating the needed links to make these entries valid.  You could also consider simply leaving these fields blank but that would depend upon how you plan to process this data after it is entered.  If it is only for historical purposes this may be appropriate.  The table at the end of the section defines the other field validation requirements.

The Line Item table has similar issues.  You most likely need a reference back to the original part, the order quantity, list price, and net price.  To be consistent with the rest of the system, you should also consider the short description.     

	Table
	Field
	Validation Rule

	ORDERS
	ORDER_DATE
	A valid date (YYYYMMDD)

	
	GROSS_ORDER_TOTAL
	Sum of line item list price times line item quantity

	
	NET_ORDER_TOTAL
	Sum of line item net price times line item quantity

	
	ORDER_TAX
	Null or the tax amount for the order

	
	OTHER_ORDER_CHARGE
	Null or the sum of all other charges (e.g., shipping & handling)

	
	OTHER_ORDER_CREDIT
	Null or the sum of all non-line item credits (e.g., total order discount)

	
	SHIP_TO_ID
	Null or internal reference number as noted above

	
	BILL_TO_ID
	Null or internal reference number as noted above

	
	ACCOUNT_ID
	Internal reference number as noted above

	
	ORDER_STATUS_CODE
	Null or whatever appropriate value from CyberSource

	
	ORDER_STATUS_DETAIL
	Null or whatever appropriate value from CyberSource

	
	REQUEST_ID
	Null

	
	PRICING_NOTE
	Null or whatever text is appropriate to denote how total credits were arrived at

	
	ORDER_NOTE
	Null or whatever text is appropriate to denote how total charges were arrived at.

	
	NOTIFICATION_STATUS_ID
	Null

	LINEITEM
	ORDER_ID
	The assigned reference ID assigned to the above 

	
	PART_ID
	Null or internal reference number as noted above

	
	QUANTITY
	Quantity order (e.g., 10.5 units).  Format in N11.2.

	
	LIST_PRICE
	Format is N17.6.  List price per unit (which should be derived from Part table but is not required).

	
	NET_PRICE
	Format is N17.6.  The actual selling price per unit after all line item discounts.  If performed online, it is computed via the pricing routine.

	
	PART_NUMBER
	Required.  Actual part ordered by the customer (which should define the part-id field & should match an item on the Part table).  

	
	SHORT_DESC
	Optional.  If ordered by the customer it would have also come from the Part table.

	
	PRICING_NOTE
	Optional string denoting how the net price was computed.  Not used in any computations. 

	
	LINEITEM_NOTE
	Optional string for custom use to add additional comments.

	
	TAX
	N17.6 formatted item.  Currently null and reserved for future use to hold line specific taxes to foot to order total tax.

	LINEITEM_CHARACTERISTIC
	LINEITEM_CHAR_ID
	Required.  System generated

	
	LINEITEM_ID
	Required.  The ID of the associated line to which this characteristic applies.

	
	CHARACTERISTIC
	Required.  The value name of the characteristic (e.g., “COLOR”)

	
	VALUE
	Required.  The value name of the characteristic value for this particular line item (e.g., “VIOLET”)


4 Panel layouts

Not applicable.
5 Output File format

Not applicable.

6 Other Issues

Engineering is to review this document and highlight any features that will significantly add time to the total effort.  Based on the analysis we will defer certain function if the cost of implementation is high in relation to the perceived added value.  The essential issue is being able to maintain the table if you know what you are doing.  Making things more intuitive is nice but not essential.  It is the second criteria.  Ease of use is a tertiary feature at this time.

A. Table Formats

What follows are the specific record formats of the input files required to populate the tables.  They are listed in order of this paper’s discussion.

A.1. Manufacturing Source Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “01”

	Source_Name
	VC128
	Required, (e.g., “Internal” or “Snap-On Tools”).  Must be unique within table.

	Address_ID
	N15.0
	Null or integer (which must exist as a key in the Address table)

	Update_Status
	N4.0
	Null

	Address1
	VC128
	Null or string (e.g., “150 North Martingale Drive”)

	Address2
	VC128
	Null or string (e.g., “Suite 900”)

	Address3
	VC128
	Null or string (e.g., “attn. Order Fulfillment”)

	City
	VC64
	Null or string (e.g., “Schaumburg”)

	State_Code
	VC4
	Null or exact match with State Code table (e.g., “IL”)

	Postal_Code
	VC32
	Null or string (e.g., “60173-00001”)

	Country_Code
	VC4
	Null or exact match with Country Code table (e.g., USA”)

	 
	 
	Note, if any field past address1 is nonblank, insert the implicit record as a row in the Address table and take the resultant ADDRESS_ID and insert in the field above to then insert the row in the Source table.  If all blank, insert just the source record with a null value for address-id.  On a change you may have to use the address id to change the associated address.  On a delete also delete the associated address.


A.2. Multi-media Image Tables

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “02”

	Multimedia_Type_ID
	N15
	Required. “1” means “THUMBNAIL” and “2” means “FULLSIZE”.  Go to Mutimedia_Type_Defn table and retrieve equivalent ID to replace this value.

	Multimedia_RL
	VC256
	Required and nonblank.  The filename of the multimedia image, (e.g., “Footlocker.GIF”).  

	Relative_Path
	VC256
	Null (replace with “thumbnail/” if Type=1 or “fullsize/” if type=2)

	Update_Status
	N4.0
	Null

	 
	 
	Note, the Type_ID and _RL combination is the implicit key and must be unique.  Fail any duplicates. 


A.3. Category Tables

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “03”

	Category_Name
	VC64
	Required & nonblank, (e.g., “Trucks” or “Drills” or “Metal fasteners”).  Must be unique within table.

	Short_Desc
	VC128
	Null or further description of the category (e.g.,” Screws, toggle bolts, clips etc.”)

	Parent_Category
	VC64
	Null (i.e., a root category item) or a string which must exactly match a prior Category_Name (if so find the record and replace this field with that row’s Category_ID number (N15.0)

	Temp_ID
	N6
	Null 

	Update_Status
	N4
	Null

	Thumbnail
	VC256
	Optional.  If nonblank must exactly match Multimedia_PL entry in Multimedia table for Type = 1 else reject the transaction.

	FullSize
	VC256
	Optional.  If nonblank must exactly match Multimedia_PL entry in Multimedia table for Type = 2 else reject the transaction.

	 
	 
	Note, Category-name is the implicit key.  Multimedia entries generate an entry in the Category_Multimedia table


A.4. Characteristic Tables

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “04”

	Characteristic
	VC64 
	Required nonblank.  String representing the characteristic name.  Must be unique within this column (e.g., “Color”) 

	Update_Status
	N4.0
	Null

	Value
	VC64
	Null or string (e.g., “Gobi Beige”).  If null it means insert the characteristic row.  If nonblank it means insert a valid value into that table.  If nonblank the combination of characteristic and value must be unique.

	 
	 
	To insert a valid value row find the associated characteristic and then use the resultant ID number to populate the row.  


A.5. Parts Tables

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “13”

	Part_Number
	VC64
	Required, (e.g., “1925”).  Must be unique within table.

	Reference_Part_Number
	VC64
	Null or string (e.g., “GE1925-458R5”)

	Source-Name (for Source_ID)
	VC128
	Null or an exact match to a valid Source-Name (e.g., “Snap-On Tools”).  If not null, find entry in Source table and use resultant ID (N4.0) to populate Source-ID.

	Short_Desc
	VC256
	Null or string (e.g., “5/8inch Torque wrench”)

	Full_Desc
	VC2000
	Null or full string to properly describe the item to display in the catalog (e.g., “Anodized aluminum handle with knurling to……”)

	List_Price
	N17.6
	Required.  Must be 0 or larger (e.g., 25.95).  Represents list price unit of one in the unit of measure listed below (default is 0.00 if left null).

	Cost
	N17.6
	Null or not negative (e.g., 10.255800).  Represents unit cost to the merchant.

	Onhand_Quantity
	VC64
	Null or not negative (e.g., “1000” represents that there are 1000 units on hand available for sale).  Can also be expressed as “In stock” or “3 weeks”) to represent lead times.

	Unit_of_Measure
	VC64
	Null or unit of measure for the fields listed above (e.g., “Each” or “Case” or “Drum”)

	Update_Status
	N4
	Null

	 
	 
	Note, any validation error should reject the transaction.


A.6. Part Category entries

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “14”

	Part_Number
	VC64
	Required, (e.g., “1925”).  Must match a row in the Part table (obtain associated Part-ID)

	Category_Name
	VC64
	Required (e.g., “Trucks”).  Must match a row in the Category Table (obtain associated Category_ID)

	 
	 
	Note, use above validation rules to populate the ID fields and place a null in the status field.  Any validation error should reject the transaction.


A.7. Part Multimedia entries

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “15” (Thumbnail) or “16” (Fullsize)

	Part_Number
	VC64
	Required, (e.g., “1925”).  Must match a row in the Part table (obtain associated Part-ID)

	Multimedia-RL
	VC256
	Required (e.g., “Footlocker.GIF”).  Must match a row in the Multimedia Table (after appending the appropriate type field.  Then obtain associated Multimedia_ID)

	 
	 
	Note, use above validation rules to populate the ID fields and place a null in the status field.  Any validation error should reject the transaction.


A.8. Part Characteristic entries

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “16” 

	Part_Number
	VC64
	Required, (e.g., “1925”).  Must match a row in the Part table (obtain associated Part-ID)

	Characteristic
	VC64
	Required (e.g., “Color”).  Must match a row in the Characteristic Table (obtain associated Char-ID)

	Characterisitic-Value
	VC64
	Required (e.g., “Martian Red”).  Must match a row in the Characteristic-Valid-Values Table 

	Discount_Value
	N17.6
	Null or a positive number (e.g. 5.00).  May represent an additional discount (or mark-up for this “feature”).

	Discount_Type_Desc
	VC128
	Null or a string (e.g., “Individual sale price”) representing how to interpret the discount value.  Must exactly match a row in the Discount-Type-Defn table (obtain associated ID number).

	Update-Status
	N4
	Null

	 
	 
	Note, use above validation rules to populate the ID fields and place a null in the status field.  Any validation error should reject the transaction.


A.9. Kits Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “19”

	Kit_Number
	VC64
	Required, (e.g., “1925”).  Must match a row in the Part table (obtain associated Part-ID).  Represents the part number of the base kit itself.

	Component_Number
	VC64
	Required (e.g., “1928”).  Must match a row in the Part table (obtain associated Part-ID).  Represents the part number of one of the components to the kit.

	Quantity
	N7.0
	Should be a positive number representing the number of components in this kit (e.g., 1).  Null is allowed

	Update_Status
	N4.0
	Null

	 
	 
	Note, use the number fields above to obtain the Ids and to validate.  Then build the Kit row’s key with the returned ID fields.  The resultant key must be unique. 


A.10. Customer Entity Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “51”

	Entity-Name
	VC128
	Required, (e.g., “HotSamba, Incorporated” or “Snap-On Tools”).  Must be unique within table.

	Entity-Role-Name 
	VC32
	Required.  Must exactly match an entry in the Entity type defn table (retrieve associated ID number (N15.0) to populate.

	FTP-Host
	VC256
	Null or string value representing the host name.  The FTP columns are not currently used for customer rows.

	FTP-Port
	N6.0
	Null or a port number (e.g., 000082)

	FTP-Username
	VC256
	Null or the string value representing the user’s sign-on name who will retrieve the FTP message (e.g., “GregJones”)

	FTP-Password
	VC256
	Null or the string value representing the password the user must use to log into the message (e.g., “FTPorder15”)

	FTP-Directory
	VC256
	Null or the string value representing the directory where the FTP message should be sent (e.g., /Apps/FTPin/Orders”)

	Contact-Email
	VC128
	Recommended.  Null or the official email address for the entity (e.g., “GregJones@SnapOn.com”).  

	FTP-Contact-Email
	VC128
	Null or the email address where FTP failure messages are sent (e.g., “MISHelpDesk@SnapOn.com”).

	Tax-Exempt-ID
	VC64
	Null or the string value that represents the relevant tax certificate number (e.g., “RC112340-0048”).  If not null, tax is not charged.

	Tax-Exempt-Type
	VC32
	Null or the string value that describes the nature of the tax certificate number (e.g., “Registered Religious Charity”)

	Entity-Note
	VC256
	Null or a string value representing any miscellaneous note (e.g., “Do not send liquor-based holiday gifts”)

	Address1
	VC128
	Recommended. Null or string (e.g., “150 North Martingale Drive”)

	Address2
	VC128
	Null or string (e.g., “Suite 900”)

	Address3
	VC128
	Null or string (e.g., “attn. Vendor Relations”)

	City
	VC64
	Null or string (e.g., “Schaumburg”)

	State-Code
	VC4
	Required and exact match with State Code table (e.g., “IL”)

	Postal-Code
	VC32
	Null or string (e.g., “60173-00001”)

	Country-Code
	VC4
	Required and exact match with Country Code table (e.g., USA”)

	 
	 
	Note, insert the implicit address row into the table and obtain the associated address-ID.  Then use it to populate the equivalent column in the customer entity row.  If address insertion fails then don’t insert the customer row.  If the customer insertion fails, back-out the address insert.


Account Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “52”

	Entity-Name
	VC128
	Required. Must exactly match an entry in the entity table (retrieve associated entity-ID (N15.0).  Represents who this account represents or works for.

	User-Name
	VC32
	Required and nonblank.  The string representing the user’s sign-on name to the system.  Should be unique within the entity (e.g., “GregJones”).  

	Password
	VC32
	Required & nonblank.  The string representing the user’s password into RapidCommerce (e.g., “Red14W40”).

	Last-Name
	VC64
	Required & nonblank.  The string representing the user’s formal last name (e.g., “Jones”).

	First-Name
	VC64
	Required & nonblank.  The string representing the user’s formal first name (e.g., “Greg”).

	Address-ID
	N15.0
	Required. Hard coded value of 001.  Will be replaced by a type 59 record at a later cycle.

	Phone
	VC32
	Recommended.  Null or the string that represents the preferred business phone number for this user (e.g., “1-800-456-9147”)

	Fax
	VC32
	Optional. Null or the string representing the preferred fax number for the user (e.g., “1-788-456-9256”). 

	Email
	VC128
	Highly recommended.  Null or the string representing the email address for this user (e.g., “GregJones@SnapOn.com”).

	User-Note
	VC256
	Optional.  Null or a string with whatever miscellaneous comment you want (e.g., “Likes Wild Turkey and NCAA basketball”).

	Update-Status
	N4.0
	Null

	 
	 
	Note, use the Entity name to retrieve the Entity-ID and then populate the associated column.  Any validation failure fails the insert. 


Entity Bill To Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “53”

	Entity-Name
	VC128
	Required. Must exactly match an entry in the entity table (retrieve associated entity-ID (N15.0).  Represents this Bill-To’s legal owner.

	Bill-To-Name
	VC64
	Required and nonblank.  The string representing the name of the Bill-To.  Should be unique within the entity (e.g., “North American Manufacturing Division”).  

	Payment-Method
	VC32
	Required & nonblank.  The string representing the default payment method (i.e., “Credit Card” or “Purchase Order”).

	CC-Type
	VC32
	Optional. Name of preferred credit card vendor to be used for purchases (e.g., “Amex”).  Note, all CC fields must match up with CyberSource validation rules or be null.

	CC-Last-Name
	VC64
	Last name as it appears on the credit card (e.g., “JONES”) or null.

	CC-First-Name
	VC64
	First name as it appears on the credit card (e.g., GREGORYW”) or null.

	CC-Number
	VC32
	Actual credit card number (e.g., “378512345612345”) without implicit blanks.  Can be 15 or 16 digits usually or null.

	CC-Exp-Month
	VC16
	Credit expiration month as it appears on the card (e.g., “11”). Or null. 

	CC-Exp-Year
	VC16
	Credit expiration year as it appears on the card (e.g., “02”). Or null.

	PO-Number
	VC64
	Null or the default PO number that should appear on all orders (e.g., “PO2000-00123456”).

	Contact-Name
	VC128
	Recommended.  Null or the name of the person to ask for if there are billing issues (e.g., “Greta Smith”).

	Address-ID
	N15.0
	Required. Hard coded value of 001.  Will be replaced by a type 59 record at a later cycle.

	 
	 
	Note, use the Entity name to retrieve the Entity-ID and then populate the associated column.  Any validation failure fails the insert.  Inserting the Bill-to row then also inserts a row in the Entity-Bill-To table as well.


Entity Ship To Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “54”

	Entity-Name
	VC128
	Required. Must exactly match an entry in the entity table (retrieve associated entity-ID (N15.0).  Represents this Ship-To’s legal owner.

	Ship-To-Name
	VC64
	Required and nonblank.  The string representing the name of the Ship-To.  Should be unique within the entity (e.g., “Columbus Plant 45A- Tools Depot”).  

	Contact-Name
	VC128
	Recommended.  Null or the name of the person to ask for if there are shipment receipt issues (e.g., “George Applebee”).

	Shipping-Type-Place-Holder
	VC32
	Optional. Null or a string representing the typical class of shipment expected (e.g., “LTL-Yellow Freight”).  Not currently used.

	Address-ID
	N15.0
	Required. Hard coded value of 001.  Will be replaced by a type 59 record at a later cycle.

	 
	 
	Note, use the Entity name to retrieve the Entity-ID and then populate the associated column.  Any validation failure fails the insert.  Inserting the Ship-to row then also inserts a row in the Entity-Ship-To table as well.   


Address Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “59”

	Link-Type
	N2.0
	“1” means it is an account address insertion, “2” = Bill-to, “3” = Ship-To

	Entity-Name
	VC128
	Required, (e.g., “HotSamba, Incorporated” or “Snap-On Tools”).  Must match an existing Entity table row.

	Name 
	VC64
	Required.  Must exactly match an existing account user name, bill-to or ship-to name based on the link-type value.

	Link-To-Entity
	VC128
	Required if Link-Type not null.  Represents the entity whose address we wish to use (e.g., “Snap-On Tools”).  Must match an existing Entity table row.

	Link-To-Name
	VC64
	Required if Link-Type not null.  Represents the entity’s child whose address we wish to use (e.g., “GregJones”).  Must exactly match an existing account user name, bill-to or ship-to name based on the link-type value.

	Link-To-Type
	N2.0
	“1” means we are linking to the address of this existing account, “2” = Bill-To, “3” = Ship-To, “0” = Entity, & null means that we are inserting a unique address as listed below.

	Address1
	VC128
	Recommended. Null or string (e.g., “150 North Martingale Drive”)

	Address2
	VC128
	Null or string (e.g., “Suite 900”)

	Address3
	VC128
	Null or string (e.g., “attn. Vendor Relations”)

	City
	VC64
	Null or string (e.g., “Schaumburg”)

	State-Code
	VC4
	Required and exact match with State Code table (e.g., “IL”)

	Postal-Code
	VC32
	Null or string (e.g., “60173-00001”)

	Country-Code
	VC4
	Required and exact match with Country Code table (e.g., USA”)

	 
	 
	Note, insert the implicit address row into the table and obtain the associated address-ID.  Then use it to update the equivalent column in the account, bill-to or sold-to row.  


Pricing Rule Table

	Field Name
	Format
	Validation Rules & notes

	Action
	VC1
	“1”=add, “2”=change, “3”=delete, blank is an implicit add

	Record Type
	N2.0
	Must be “71”

	Rule-Type-ID
	N15.0
	Must match existing rules (e.g., “1” = Customer item unit volume quantity based pricing).  Use number to map to existing table ID number.

	Promo-Name
	VC64
	Null or a string signifying the promotion title (e.g., “Fourth of July Special”)

	Promo-Number
	VC15
	Null or a string signifying sequence within promotion (e.g., “0001”)

	Discount-Type-ID
	N15.0
	Must match existing definitions (e.g., “1” = % off of list).  Use number to map to existing table ID number.

	What
	VC128
	Null or string (e.g., “TRUCKS” to represent price break for all items in the trucks category)

	Who
	VC128
	Null or string (e.g., “Customer” to represent price break for all customers whose type=customer)

	Value
	VC128
	Null or string (e.g., “100” to represent volume break at 100)

	Discount-Value
	N17.6
	A positive number (e.g., 5.00 to represent 5.00% off)

	Start-Date
	Date
	Null or starting date of the promotion price.

	End-Date
	Date
	Null or ending date of the promotion price.  If start-date not null then end date must be => start date.

	 
	 
	Note, any validation issues should prevent the row insert.  A duplicate set of promo-name and promo-number combinations is a warning.  Exact duplicates on all fields is also a warning but is also allowed.
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